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ABSTRACT

Although multiplication and addition can be very efficiently implemented in a Residue Number System (RNS), scaling

(division by a constant) is much more computationally complex. This limitation has prevented wider adoption of RNS.

In this paper, different RNS scaling schemes are surveyed and compared. It is found that scaling in RNS has been

performed with the aid of conversions to and from RNS, base extensions between modulus sets, and redundant RNS

channels. Recent advances in RNS scaling theory have reduced the overhead of such measures but RNS scaling still

falls short ofthe ideal: a simple operation performed entirely within the RNS channels.
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1. INTRODUCTION

The Residue Number System (RNS) provides a means for efficient multiplication and addition of integers; however,

scaling within RNS is less efficient and this problem has long prevented wider adoption of RNS. Scaling an RNS

number means reducing its wordlength by dividing it by a constant. In binary arithmetic, the scaling constant is usually a

power of 2 such that wordlength reduction of a number is achieved by simply truncating its binary representation. There

is no equivalent operation in RNS with the consequence that a result accumulated through a sequence of multiplications

(as is often the case in digital filters or multiple-point FFTs) can grow in wordlength until it overflows the dynamic

range ofthe RNS.

A residue number system' is characterized by a set of N co-prime moduli {m1 ,. . . , mN } . In the RNS a number x is
represented in N-channels:

x={xl,x2,...,xN}
where x is the residue of x with respect to m, , i.e. x. =(X) x mod m, . Within the RNS there is a unique
representation of all integers in the range 0 � x < M where M =m1m2 mN • M is known as the dynamic range of
the RNS. Two other values, M, and (M11)m are commonly used in RNS computations and are worth defining here.

M = M I m1 and (M1'), is its multiplicati'e inverse with respect to rn such that (M1 x M7') i.

If x, y and z have RNS representations given by x = {x1 , ,..., XN}, y = {y1,y2 ,...'YN} and z = {z1 , ,..., ZN}'
then denoting * to represent +, -, or x , the RNS version of the Z = x* y satisfies

Z = {(x1 *Y1)mi ,(x2 * Y2)m ,(xN *YN)mN}
Thus addition, subtraction and multiplication can be concurrently performed within N parallel channels, and it is this
high speed parallel operation that makes RNS attractive. There is, however, no such parallel form of scaling or division.
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The scaling problem for an integer x is defined as:

where the scale factor K is a constant, and y is the scaled RNS number'.

2. MEASURES TO ASSESS SCALING SCHEMES

Many of the RNS scaling schemes from the literature operate using look-up tables. Scaled results are pre-computed and

stored in a network of ROM tables as shown in Fig. 1. The various schemes lead to different structures in the ROM

network and, in general, trade reduced latency (achieved through exploiting parallelism within the network) against
hardware cost.

X1 Xl XN

I Look-up tables

y, yi YN

Figure 1. Scaling using look-up tables.

This article will compare the performance of RNS scaling schemes using following measures (which are common in the

scaling literature):

1) The number of memory look-up cycles required to complete the scaling. This will be used as a measure of

latency i.e. the time cost ofthe scaling scheme

2) The number of modulo multiply-accumulate operations (MACs) required to perform the scaling. This will be

used to judge both time and hardware cost.

3) The number oflook-up tables used by the scaling algorithm. This will be used to compare the hardware cost of

the algorithms.

Note that the final measure, the number of look-up tables, is heavily dependent on the width of each modulus and the

size of the ROMs selected. Therefore, to make a uniform base for comparison, we use r to denote the number of

residue inputs addressing each memory. Throughout the subsequent discussions we assume that r remains the same for

all of the ROMs within an implementation. For example, if we use the 5-bit moduli {19,23,29,31} and use ROMs with

an address space of 1 2 bits, then r = 2 because each memory can accommodate two residue inputs at most.

3_ SCALING SCHEMES

3.1 Scaling by conversion to and from a positional representation

A straightforward approach to scaling an RNS number' is to first convert it to a positional number system where it is

scaled by K. The result is converted back to RNS representation. The last two steps are fairly convenient and the most

time-consuming step is to convert an RNS number into a positional system. There are two common conversion

techniques': conversion using the Chinese Remainder Theorem (CRT) and Mixed Radix Conversion (MRC).

Using the Chinese Remainder Theorem (CRT), an integer X can be expressed as
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=(Mi(M1xi),)
The objection to the CRT has been its dependence on a modulo M operation. Given than M is a large integer, this

reduction incurs a significant hardware overhead. One of the achievements of the scaling scheme4 discussed in Section

3.4 is that it removes this costly operation by a decomposition of CRT.

The Mixed Radix (MR) representation of an integer x is given by

x=rjx'
where r = fim1 for 2 � i � N and i =1. Since m1 is a'actor of r, for
Now form —x1 = r2x'2 + r3x + + rNxN where m2 is a factor of r, for

this equality by the multiplicative inverse of m1 modulo m2 ,it follows that

((x_x1)m') = ((x2 _xi)m1) = x

This pattern continues until the last x' is defined. The speed of this process suffers from the fact that x must be
calculated before x' is computed. Fig. 2 shows the MRC process.

As illustrated in Fig. 2, N(N look-up tables and N —1 look-up cycles are used to complete MRC. To

accomplish the whole scaling by conversion to and from a positional representation, the latency and complexity of

performing y =[-j in that positional system and the conversion back to RNS system should be added. Thus, such a

scaling method can be both complex and slow.

2 � I � N, it follows that (x),7 = x1 = x'.
3 � i � N. After multiplying both sides of

X1 X2 X3 XN

x3

X'N
Figure 2. Mixed radix conversion
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3.2 Scaling in the 3 modulus RNS

The RNS with modulus set {2' 2k 2k+1 has been the topic of considerable interest as efficient hardware mechanisms

exist for reduction with respect to these moduli. An autoscale multiplier is described in Ref. 2 for this modulus set. The

autoscale multiplier performs the operation y =Lcx 1 K] where C is a constant, which may lead to overflow of the

product Cx , and K is the scaling factor.

One of the motives of Ref. 2 was to incorporate the whole scaling process for each output digit, y, ,into one look-up

table. However, at the time of publication, commercially available memory of an appropriate speed category was limited

to a 1 2-bit address space. If this memory was used to implement scaling by conversion to a positional representation, the

system would achieve a dynamic range that was considered too small for most digital signal processing applications.

To extend the dynamic range, Ref. 2 presents a scaling structure that is based on a partial conversion from the RNS to a

positional binary representation using MRC. The conversion is truncated at the point at which the result is within the

addressing capacity of a high-speed memory. This truncation introduces some errors to the scaling. For the MRC, x is

defined as

x*=(x_xI)M ={O, (x2—x1), (x3—x1) }={O, ;, ;}

Thus, the two residues x and x can represent an approximation to x. Fig. 3 shows the autoscale architecture.

x1

I 4

Using 1 2-bit ROMs an autoscale multiplier can be built with dynamic range 1 2N /(N —1) bits. Note however, that this

scaling technique is most attractive for systems with 3 moduli as the effective dynamic range decreases with increased

number of moduli. For example when N =3 , the system using 12-bit ROMs has an effective dynamic range of 1 8 bits;

however the effective dynamic range is only 14 bits when N =7.

This scaling algorithm works with an arbitrary value of K and requires only 0(N) look-up tables and 1 look-up cycle.

This remarkably low latency is achieved at the cost of limited dynamic range. We also note that the scaling is not

completed entirely within the RNS: the difference of residues from adjacent channels is required to address the look-up

tables.

x2 x3

)m3

Ground

Yi Y2 Y3

Figure 3. An autoscale RNS multiplier
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3.3 Scaling using estimation
This scaling scheme3 takes the scaling factor K to be a product of a subset of the moduli: K = fl m . This permits the

rapid evaluation of (X)K from

For this reason many ofthe schemes rv56 take K to be a product ofseveral ofthe moduli.

lxi x—(x)From y=I—I= K,wehave
[K] K

yi = K
-(x)K

) = ((x-(X)K ),, . (K')m, ),n
(I)

where (K -1) the multiplicative inverse of K with respect to rn . A sufficient condition for the existence of

(K-') tit K and m, are co-prime and K 0 .Since K =fim. , then (K') does not exist for 1 � i � S.
Hence the choice of K as a product of a subset of the moduli has come at a cost: while (1) above can be usedto deduce

y, for S +1 � i � N, a different method must be applied for 1 � i � S.

An estimation algorithm3 with an absolute error of is used to derive y1 for S + 1 � I � N. The estimated result

yl (2)

This can be pre-computed and entered into the look-up table ROMs as illustrated

in Fig. 4. Forthis figure it is assumed that r = 2, N= 6 and S=3 such that K=[1m1.

(x)K =

where

x1 x2 x3 x4 x5 x6

(A4(x3) + A4(X4))

(A5 (x, )+ A5 (x2 )),

(A6(X,)+A6(X2))

(A5(x3)+ A5(X5))

(A6(x3)+ A6(X6))

y4 y5 Y6

Figure 4. Scaling using estimation. The process for channels S + 1 � i � N is shown.
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From the figure about it is possible to see that it takes 1og S +1 look-up cycles and (N — S)[S/(r —
1) + 1] look-up

tables to estimate y, for S + 1 � i � N.

S
To find y1 for I � i � S ,a base extension technique is used. We note that the scaled result y < fl m. and can therefore

be uniquely represented by {y51,. 'YN} in the RNS with moduli {m51,. ..,mN} • Base extension is the process of

converting this (N —5) -channel representation ofy back into the original N-channel RNS. In this scaling method, this

is accomplished using a partial MRC in a recursive form, as discussed in Section 3 .1 . This requires N —S + log(N —5)

look-up cycles and (N + S)(N —S —1)! 2 look-up tables.

Because the base extension technique to generate y, for I � i � S depends on the values of y, for S + 1 � i � N , it

must occur subsequent to the estimation of these results, rather than in parallel. Therefore,

loge 5 + 1 + N —S+ log(N —5) = N— S + loge N + I look-up cycles are required for the scaling process; i.e. a time

complexity of 0(N) . A total of(N — S)[S /(r — 1) + 1] + (N + S)(N —S— 1)I 2 look-up tables are required; i.e. space

complexity of 0(N2) . With 0(N) look-up cycles and 0(N2) tables, this scaling scheme is an improvement over
that in Section 3 .1 ; however the error of up to 1) I 2 is larger than most other scaling schemes. Moreover, the

base extension method processes numbers of long wordlength outside of the RNS and this decreases the parallelism

available in the second half of the scaling process.

3.4 Scaling using a decomposition of the CRT

The scaling schemes of Ref. 4 and 5 are based on a decomposition of the CRT. That from Ref. 4 achieves the more

remarkable effect in reducing the latency within the scaling process. It also represents a significant advance towards the

goal of performing as much of the scaling as possible within the RNS. It decreases the number of look-up cycles
required to O(1og N) by expressing the scaled integer y as a summation ofterms that can be evaluated in parallel:

Y[jf(xi)
S

Once again scaling is performed by a product ofsome ofthe moduli: K =flm,. Using the CRT we have:

X=@Mi(M;'x)m )

''
and for the RNS with moduli {m1 , . . . , m5} :

M

(x)K (t(kI'x) )K
where k. = KI rn and (k ) is its multiplicative inverse with respect to rn .Therefore,

= [xj = x_(x)K = (3)

The authors of Ref. 4 then use two parameters, r and r , to reduce the two large modulo operations, (')M and

in (3). Hence,
/ M NM. lM - -

y=r—r—+ (M x1) +_(_(M.'x1) _(k.'x1) ) (4)K i—S+I K m, i=i m, K rn rn,

By a novel decomposition of the CRT,

= (M .( (Mi(M'Xi)m, )inr —Xr))
and r —

(K1
. k(k'x1) —(X'),) )rn'
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where mr and m are extra RNS moduli. These factors can therefore be calculated by constructing 2 redundant

channels in the RNS scaler. The channel mr with its residue Xr needs to be maintained during other operations. This

is because the x' required to deduce r can be obtained through the original residues, x ,by

k.(kx.)x' =

k(±

1

'k
'

)m
K k1(k1x1) )k.

where m is chosen to be the modulus among the S moduli such that m � S. This leads to a maximum error of
1 in the scaled result4. The factors r and r need only be computed once within the scaling and can then be

broadcast to all of the channels. The output residues y,, can then be obtained by performing a modulo m1 operation

on both sides of(4). This is typically implemented using look-up tables.

Note the form of (4) in which most operations occur on the small wordlength numbers within the RNS channels. By
implementing the channels in parallel it is possible to compute y. in O(log N) cycles. Fig. 5 shows the block

diagram of one modulus channel and the two redundant channels of this scaler for the case r= 2, N = 4 and S = 2.

Figure 5. Scaling using a decomposition of the CRT. The m, channel and the two redundant channels are shown.

Xr X1 X2 X3 X4

yl
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It is also proved4 that the sum of r and r is at most log,(NS) bits long. Hence for the example shown in Fig. 4,

the sum of 1; and r is at most 3 bits. Hence, even though r= 2 , it is possible to input r , r' , and the result of the

sum terms into a single ROM in the last look-up cycle. Note that the size of the two redundant channels increases with

the number of moduli in the RNS system. For example, in the RNS with modulus set {7,l 1,13,17,19,23} if S =3 then

the redundant channel width is log2(NS) 4.17 bits. Given M = 7436429 22.83 bits the redundant channels

represent 1 8.27% percent of dynamic range.

The total number of look-up cycles for scaling is log(N + 1) + loge 3 . N(N+ 4) modulo MAC operations are used

during scaling. The number of look-up tables is [N2 + (r + 2)N + r —2J/(r— 1) which is 0(N2) . The major advantage

of this scheme is its speed. Scaling by a product of several moduli is achieved within O(log N) look-up cycles.
However, two extra moduli are employed in two redundant channels that require extra hardware. This represents a

hardware overhead of logy (NS) percent (typically > 10%). Moreover, the mr channel should be maintained in other

RNS operations such that the moduli become {m1 ,. . . , mN mr }.

3.5 Scaling using parallel base extension
The scaling scheme discussed in Section 3.3 takes a product of some moduli as the scale factor K and uses MRC base

extension to generate {y1 , . . . , Ys } from {Ys+i ' ' YN } The scaling scheme in Ref. 6 uses the same form of K but this

time base extension is used to generate all of the y1 . The simplicity of this scaling scheme is due to the innovation of a

parallel base extension technique. One of the significant goals of the authors of Ref. 6 was to perform scaling without

the two redundant channels required in Section 3.4 without increasing the latency and hardware overhead. (Ref. 7 takes

an alternative approach to this same problem.)

Scaling by K =[I m, can be achieved with two base extension steps. Firstly the representation of (x)K in

{x ,x2 ,. . ., x } is base extended to the moduli {m+1 'm+2 . . , mN } to obtain a representation of (x)K in the whole

dynamic range [0, M) . In the base extension scheme of Ref. 6 this costs O(log S) look-up cycles. One can then use:

y = [j = x-(x)K
(X-(X)K ) = ((K')M((x)M -((x)K)M))

to deduce {5+1 ,...'YN}. This requires one look-up cycle and N —S look-up tables. Finally one can base-extend this

result back to {y1 ,...,Ys} to obtain the final representation of y. This base extension takes O(log(N —S)) look-up

cycles. The entire scaling process requires O(log (N —S))+ O(log S) + 1 O(log N) look-up cycles and is shown in

Fig. 6 where the BE blocks perform base extension using the hardware structure described in Ref. 6. A total of 0(N2)

look-up tables are required.
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X1 X X XN

Figure 6. Scaling using parallel base extension blocks.

3.6 Scaling using the core function
The core function8 is defined for an integer, x, as:

C(M) w.
C(x)=x —x—M rn

(7)

where C(M) can be arbitrarily chosen and the weights w1 are derived through

M =(C(M)Mi')m,
The plot of C(x) against x should reveal a straight line with slope C(M)/ M with some small "noisiness" due to

the x. • w I rn term. If M I C(M) is used as the scale factor K , C(x) will be an approximately scaled version of

x as C(x) x /(M I C(M)) . The error introduced by x, • w1 I rn. can be minimized through the selection of

appropriate C(M) and w . This approach9 is to split the moduli into two subsets, M and ML such that

M = M x ML and M ML where M = IJ rn1 and ML [I rn1 . Then it is possible to perform
rn1eM3 rn/EML

scaling by taking either M and ML as the scale factor K. If one selects C(M) = M1 then C(x) —xI ML and

K = ML . C(x) is then the approximately scaled version of x by ML . In Ref. 9 a method is derived to compute

(C(X)) entirely within RNS.

If one sets B 1= M. (MI') , the Chinese Remainder Theorem of Core Functions can be deduced from the original core

function (7) as:

(C(x))C(M) = (x1 C(Bj))C(M)

where C(B.) = B1
C(M) —-- can be pre-computed such that x1 C(B1) can be stored in look-up tables.

M rn1

x1 xs xs+1 XN
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Given C(M) = M = flm, we have K(cf(x))C(M)) = ((CJ(x))M ),, = • CJ(B,))M ) . Because any m
divides M, this equation can be reduced to (C(x)) = (x, . C,(B,)) , such that (c (x)) can be computed within

the subset of moduli, M1. Similarly, if one sets C(M)= ML =flm1 then (CL(x)) = (x1 CL(B)) can be found in

the subset of moduli, ML. Moreover, if the difference between the cores AC(x) = C1 (x) — CL(x) is calculated,

(CL(x)),, can be extended into (C1(x)),7 by adding AC(x). Thus, either C1(x) or CL(x) is available across all

the residues and a scaled value of x is obtained within the RNS.

The leftmost channel in Fig. 7 computes y . Here, the two ROMs in the first look-up cycle are used to evaluate

(x1 . C(B ) +x2 C(B2)) and (x3 .C(B3)+ x4 C(B4)) . The rightmost channel computes y =y1
—AC(x) . In this

case the two ROMs in the first look-up cycle are used to evaluate (x1 . C(B1)+ x2 C(B2)) and

(x, .C(B3)+ x4 C(B4)). The middle channel is to compute AC(x), which is added by y to give y1. AC(x) has

to be computed only once and can be broadcast to the other y1.

It is also found9 that there are NI 2—1 values of (x, .C(B,)) equal to zero for 1 � n � N, and therefore, nearly half

of the ROMs can be saved. Furthermore, to reduce errors from the term x, w1 / rn in the core function (9), the

The following block diagram illustrates two typical channels of this algorithm for the case N =4 and r = 2.

x1 x2 x3 x4

to other modulo rn, channels

yl

yj yl

Figure 7. Scaling using the core function.
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author introduced another variable p to identify the parity of x , i.e. p = (x)2.

The total number of modulo MAC operations is N(N +7)! 2 . Scaling takes approximately log,. N +loge 2 + I look-up

cycles i.e. O(log N) . The number of look-up tables is (N2 +2N—2)I(2r — 2) + N + 1 , which is marginally smaller

than the scheme in Section 3.4 and Section 3.5, though once again this is 0(N2).

4. CONCLUSIONS

An ideal RNS scaling architecture would be compatible with an RNS with a large number of moduli N and place no

restrictions on the type or class of moduli. The scaling would be performed in parallel, entirely within the RNS channels.

For a given dynamic range, this would imply smaller hardware, efficient residue channels and greater parallelism.
Practical scaling schemes fall short of this ideal but the RNS scaling schemes reviewed above each represent a

significant step in the evolution of RNS scaling towards this ideal.

Early attempts at scaling were performed by converting to a positional (binary) representation where scaling can be
trivially performed before the result is converted back to the RNS' (Section 3. 1). An enhancement of this scheme2

(Section 3.2) performed only a partial conversion back to the positional representation thus introducing an extra error

into the scaling process. This scheme benefits from fast operation and a low hardware cost but is limited to RNS with

special 3-modulus sets and relatively narrow dynamic range. A scheme3 (Section 3.3) relaxed this limitation of 3 moduli

by using a product of some moduli as the scale factor, but nearly half of the scaled residues still relied on the MRC

conversion, which decreased much of its speed. A major improvement on scaling speed appeared in the scaler4 (Section

3.4) that employed a fresh decomposition of CRT to enable the scaling be performed by a product of some moduli
within average O(log N) cycles, though it requires some extra hardware for its two redundant channels and the

maintenance of one of them. A parallel base extension approach6 (Section 3.5) was used to construct a scaler without

redundant channels by increasing the logical depth of the scaler. In some rare cases it can be as slow as the MRC' in

Section 3.1. The recently proposed core function-based scaling method9 (Section 3.6) achieves both lower latency and

less hardware overhead; however it relies on the choice of special moduli that can be divided into two subsets with

similar wordlength.

Table 1 shows a comparison between the 6 scaling schemes surveyed above.
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Table 1. A comparison ofthe 6 scaling schemes surveyed

Scaling scheme
Scale factor

K

Average
number of

cycles

Average
number of

tables

Error
introduced Limitation

Scaling using
MRC'

Any integer
within {O,M) 0(N) 0(N2) � I High overhead

3 modulus.2
scaling

Any integer
within [0, M)

1 0(N) x1—
2

Narrow dynamic range and only
suitable for 3 modulus

Scaling using
estimation3

A product of
some moduli 0(N2)

S + I

2

Errors are relatively large and the
complexity when generating half of the

residues equals that of MRC.

Scaling using a
decomposition

ofthe CRT4

A product of
some moduli O(1og N) 0(N2) 1

Two redundant channels are required,
one ofwhich has to be maintained in all

other RNS operations.

Scaling using
parallel base
extension

some moduli
A product of

O(1og N) 0(N2) � 1 Though seldom occurred, the speed can
Ibe as slow as MRC

Scaling using
core function9

A product of
some moduli O(1og N) 0(N2)

N

w,
i=1

Two subsets with similar wordlength in
the original moduli must exist and a
parity bit should be maintained in the

rest_of the_RNS_operations.
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